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Abstract: Researchers increasingly investigate artificial intelligence (AI) as a tool to 
support triage and early risk stratification in emergency departments. However, 
improved predictive performance does not necessarily translate into safer decisions 
or better patient outcomes. This critical narrative review examines the evidence for AI 
in adult ED care, with particular emphasis on prospective evaluation, patient safety, 
and clinical implementation. The review compares conventional triage systems, early 
warning scores, and clinician assessment with machine learning, natural language 
processing, and large language models. It examines commonly used data inputs, 
prediction timing, model discrimination, calibration, external validation, and the 
limitations of outcome definitions. Attention is given to the distinction between 
predicting clinical deterioration, critical care need, short-term mortality, and hospital 
admission. Evidence is considered across retrospective development, external 
validation, silent prospective evaluation, clinician-visible implementation, and 
randomized trials. AI may help identify patients requiring closer assessment by 
integrating information from multiple sources. Nevertheless, its clinical value depends 
on data quality, timely predictions, generalizability, and healthcare professionals' 
ability to interpret outputs appropriately. Important risks include under-triage, 
automation bias, unequal performance across patient groups, and increased clinical 
workload. Prospective studies and randomized trials are therefore essential to 
establish whether AI-supported decisions improve patient outcomes compared with 
usual care. Future research should prioritize multicenter clinical evaluations, 
consistent outcome reporting, subgroup assessment, and continuous monitoring after 
deployment. AI implementation should also include clear accountability, human 
oversight, and procedures for reviewing adverse events. Evidence of predictive 
accuracy alone is insufficient to justify routine adoption. Clinical integration should 
depend on demonstrated safety and meaningful benefit for patients. 
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Introduction 

Emergency departments play a central role in assessing 
and treating patients with acute illness and injury. 
Emergency clinicians must make rapid decisions about 
the urgency of care, the need for further investigation 
and the likelihood of serious clinical outcomes [1]. 
They often make these decisions before a complete 

medical history, laboratory results, or a clear diagnosis 
is available. At the same time, increasing patient 
attendance, limited staffing, overcrowding and delays 
in access to hospital beds place additional pressure on 
emergency services. Under these conditions, 
identifying patients who require immediate attention 
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while avoiding unnecessary delays for others remains 
a major clinical and operational challenge [2]. 

Triage provides an initial framework for prioritizing 
patients according to the urgency of their condition. 
Established systems, including the Emergency Severity 
Index (ESI), Manchester Triage System (MTS), and 
Australasian Triage Scale (ATS), help standardize this 
process and support decisions about the order of 
clinical assessment. However, triage is not a definitive 
diagnosis, and the patient's condition may change 
after arrival. Some patients who initially appear stable 
may subsequently develop serious complications, 
whereas others may be assigned a high level of urgency 
despite having a relatively low probability of an 
adverse outcome. These limitations highlight the need 
for approaches that can support early recognition of 
clinical risk without replacing professional judgment 
[3]. 

AI, particularly machine learning (ML) and natural 
language processing (NLP), has emerged as a potential 
means of improving risk assessment in emergency 
care. These methods can analyze combinations of 
demographic characteristics, vital signs, presenting 
complaints, medical history, and laboratory findings to 
identify patterns associated with adverse outcomes. 
Depending on their design, AI models may estimate 
the risk of short-term mortality, clinical deterioration, 
critical care admission or hospital admission. Some 
systems use structured information available at arrival, 
while others incorporate clinical text or update their 
predictions as new information becomes available. 
This flexibility creates opportunities to support clinical 
assessment at different stages of an ED visit, but it also 
raises important questions about when predictions are 
generated and whether the necessary information is 
available at the time of decision-making; [4]. 

The potential value of AI should not be judged 
solely by its ability to predict outcomes accurately. A 
model may perform well in a retrospective dataset but 
provide limited benefit when introduced into routine 
clinical practice. Its predictions may overlap with 
information already recognized by clinicians, depend 
on data that are unavailable during initial triage or 
reflect local admission practices rather than underlying 
clinical need. Differences in patient populations, 
healthcare resources and clinical workflows may also 
reduce performance when a model is transferred to 
another institution. Furthermore, an improvement in 
statistical discrimination does not necessarily translate 
into earlier treatment, fewer missed cases of 
deterioration, lower mortality or more appropriate use 
of hospital resources. Demonstrating clinical 

usefulness therefore requires evaluation beyond 
model development and internal validation [5]. 

The distinction between retrospective performance 
and prospective clinical impact is particularly 
important in this field. Retrospective studies can 
establish whether a model identifies patterns 
associated with a defined outcome in existing data. 
External validation can assess whether performance is 
maintained in different populations or settings [6]. 
Prospective evaluations provide further information 
about how a model performs using data collected 
during real clinical care, while implementation studies 
and randomized trials can examine whether making 
predictions available to clinicians’ changes decisions or 
patient outcomes. Recent work, including the MARS ED 
randomized trial of machine learning-based risk 
stratification and prospective evaluation of large 
language model clinical decision support in emergency 
care, provides an opportunity to examine this 
progression from prediction to clinical application. 
Nevertheless, the findings of individual studies must be 
interpreted in relation to their study design, patient 
population, intended use, and measured outcomes [7]. 

Patient safety is another essential consideration. 
Incorrect risk estimates may contribute to under-
triage, unnecessary escalation, delayed reassessment, 
or inappropriate reassurance. Clinicians may also place 
excessive confidence in algorithmic recommendations, 
particularly when a system presents its output in fluent 
language or provides an apparently convincing 
explanation [8]. These concerns are especially relevant 
to large language models, which can generate 
plausible clinical recommendations but may also 
produce unsupported or inconsistent information. 
Safe implementation therefore requires clear 
responsibility for clinical decisions, appropriate human 
oversight, transparent escalation arrangements and 
ongoing assessment of model performance. Fairness 
must also be considered because differences in age, 
sex, language, disability, ethnicity, comorbidity and 
access to healthcare may affect the quality and 
consequences of AI-supported decisions [9]. 

Implementation challenges extend beyond the 
technical performance of a model. An AI system must 
fit the pace and demands of emergency care, integrate 
with existing information systems and provide useful 
information without increasing documentation burden 
or alert fatigue [10]. Its performance may change over 
time as patient characteristics, clinical practices and 
resource availability evolve. Continuous monitoring is 
therefore important, particularly when a model is used 
across different institutions or updated after 
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deployment. Evaluation should consider not only 
predictive performance but also clinician workload, 
patient experience, equity, resource use and 
unintended consequences [11]. 

Against this background, this critical narrative 
review examines the use of AI to support triage and 
early risk stratification among adults presenting to 
emergency departments with undifferentiated acute 
illness. It focuses on the clinical tasks addressed by 
these systems, their data inputs and prediction timing, 
the methods used to evaluate their performance, and 
the strength of evidence supporting their use in 
practice. Particular attention is given to prospective 
evaluation, clinical impact, patient safety, equity and 
implementation. Prediction of deterioration, critical 
care need, short-term mortality, and hospital 
admission are considered separately because these 
outcomes represent different clinical questions and 
should not be treated as interchangeable measures of 
success. The review aims to help emergency 
physicians, nurses, researchers and healthcare leaders 
distinguish promising predictive models from tools 
that have demonstrated meaningful clinical value, 
while identifying the evidence needed to support their 
safe and responsible integration into emergency care 
[12]. 

Clinical Decisions and Conventional 
Comparators 

Emergency department triage involves prioritizing 
patients according to the urgency of their clinical 
condition, while early risk stratification estimates the 
likelihood of adverse outcomes and supports decisions 
about further assessment and treatment. Although 
these processes are closely related, they address 
different clinical questions [13]. Conventional triage 
systems, early warning scores and clinician assessment 
provide important comparators for evaluating AI. 
Understanding their roles is essential for determining 
whether AI offers meaningful benefits beyond existing 
clinical practice [14]. 

Triage, Risk Stratification and Disposition 

Triage determines how quickly a patient should receive 
clinical assessment, based on the presenting 
complaint, initial observations and suspected severity 
of illness. Systems such as the Emergency Severity 
Index (ESI), Manchester Triage System (MTS) and 
Australasian Triage Scale (ATS) provide structured 
approaches to urgency classification. However, 
patients with similar triage categories may have 

different clinical trajectories, and some initially stable 
patients may deteriorate during their ED stay [15]. 

Risk stratification addresses this uncertainty by 
estimating the probability of a defined outcome within 
a specified period. Depending on the intended 
application, this may include clinical deterioration, 
critical care admission or short-term mortality. In 
contrast, disposition planning concerns whether a 
patient should be discharged, admitted, observed or 
transferred to a higher level of care. These outcomes 
should not be treated as interchangeable. Hospital 
admission, for example, depends not only on clinical 
severity but also on local policies, bed availability and 
clinician judgment. Consequently, predicting 
admission does not necessarily establish that a model 
can identify patients who require urgent intervention 
[16]. 

Conventional Scores and Clinical Judgment 

Early warning scores, including the National Early 
Warning Score 2 (NEWS2), combine physiological 
measurements to identify patients who may be 
deteriorating. Such tools provide a consistent 
framework for recognizing abnormal observations and 
supporting escalation decisions [17]. Nevertheless, 
physiological scores may not capture every aspect of a 
patient's condition, particularly when serious illness 
presents with subtle findings or atypical symptoms. 

Clinical judgment complements these structured 
approaches by incorporating symptom progression, 
medical history, general appearance and other 
contextual information. However, human assessment 
can be affected by workload, fatigue, incomplete 
information and differences in experience. 
Conventional systems also have limitations, but they 
remain essential reference points because they are 
embedded in established clinical workflows [18]. 

AI models should therefore be evaluated against 
appropriate existing practice rather than against an 
unrealistic assumption that conventional assessment is 
consistently accurate or entirely objective. 
Comparisons should consider whether the model adds 
useful information to the triage category, physiological 
scores and clinician assessment already available at the 
relevant decision point [19]. 

Defining the Intended Clinical Benefit 

The potential value of AI depends on the decision it is 
designed to support. A model that identifies patients 
at increased risk of deterioration may help clinician’s 
priorities reassessment, whereas a model estimating 
short term mortality may support broader risk review. 
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Neither output should automatically determine 
treatment or disposition without clinical interpretation 
[20]. Importantly, improved predictive performance 
does not guarantee better patient outcomes. An AI 
model may identify high-risk patients more accurately 
without changing management because clinicians 
already recognize those patients or because 
appropriate interventions are unavailable. Conversely, 
a model that identifies a previously overlooked high-
risk group may offer practical value even if its overall 
improvement in predictive accuracy is modest [21]. 

The MARS ED randomized trial provides a relevant 
example of evaluating machine learning-based risk 
stratification in clinical practice. Its importance lies in 
examining AI-supported risk assessment within a care 
pathway rather than relying exclusively on 
retrospective prediction metrics. The findings must 
nevertheless be interpreted according to the study 
population, intervention and outcomes measured [22]. 

Table 1. Clinical Tasks, Data Inputs, Timing, Comparators, and Outcomes for AI-Based Emergency Department Risk 
Stratification 

Clinical task Typical data inputs Prediction timing 
Conventional 
comparator 

Relevant outcomes 

Initial triage 
and urgency 
assignment 

Age, presenting 
complaint, vital signs, 
symptoms and brief 

clinical notes 

At arrival or initial 
assessment 

Established triage 
systems and nurse 

assessment 

Under triage, time 
to clinical 

assessment 

Early 
deterioration 

prediction 

Vital signs, oxygen 
saturation, mental status, 

comorbidities and 
presenting symptoms 

At arrival and 
during observation 

Early warning 
scores and clinician 

assessment 

Subsequent 
deterioration, 

emergency 
intervention, 

unplanned intensive 
care 

Critical care 
requirement 

Initial clinical 
observations, 

comorbidities and early 
laboratory results when 

available 

Initial assessment 
or early ED stay 

Conventional risk 
scores and clinician 

judgment 

ICU admission, 
urgent organ 
support and 

escalation of care 

Short-term 
mortality 
prediction 

Demographics, vital signs, 
comorbidities, laboratory 

results and clinical text 

At arrival or 
following early 
investigations 

Validated 
prognostic scores 

and clinician 
assessment 

Defined short-term 
mortality, such as 7-

day or 30-day 
mortality 

Hospital 
admission risk 

Symptoms, vital signs, 
medical history, initial 

investigations and 
operational variables 

During initial 
assessment or 

before disposition 

Clinician 
assessment and 

conventional 
admission 

prediction models 

Hospital admission, 
discharge, return 

visits and 
subsequent adverse 

events 

Dynamic risk 
reassessment 

Repeated vital signs, 
evolving symptoms, 

laboratory results and 
treatment response 

Repeatedly during 
ED observation 

Serial clinical 
assessment and 
updated early 

warning scores 

Changes in risk 
classification, 

escalation, delayed 
recognition of 
deterioration 

Clinical-text-
assisted risk 
assessment 

Presenting complaint, 
triage notes, history of 

present illness and 
relevant clinical 
documentation 

At triage or after 
additional history 

is documented 

Manual 
documentation 

review and 
conventional NLP-

based tools 

Risk classification, 
missed high-risk 

presentations and 
decision consistency 
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Data Inputs and Prediction Timing 

AI models used for emergency department triage and 
risk stratification rely on patient information available 
at different stages of care. The type, quality and timing 
of these data influence model performance and 
determine whether its predictions can support real 
clinical decisions [23]. 

Sources of Patient Data 

Common inputs include age, sex, presenting 
complaints, medical history, comorbidities and initial 
vital signs, such as heart rate, blood pressure, 
respiratory rate, oxygen saturation and temperature. 
These variables provide information about the 
patient's baseline characteristics and current 
physiological condition. Some models also incorporate 
laboratory results, medication history and previous 
healthcare records to improve risk estimation [24]. 

Clinical notes represent another important data 
source. Natural language processing (NLP) can extract 
relevant information from triage notes and early 
clinical assessments, including symptoms that may not 
be adequately represented by structured fields. 
However, clinical documentation varies between 
professionals and institutions. Incomplete notes, 
inconsistent terminology and language differences can 
introduce errors or reduce the reliability of predictions 
[25]. 

Arrival Based and Dynamic Predictions 

Arrival based models use information available during 
initial triage. Their main advantage is that they can 
provide early risk estimates before diagnostic 
investigations are completed. This may help clinicians 
identify patients who require closer observation or 
more urgent assessment [26]. 

Dynamic models update predictions as new 
information becomes available during the ED visit. For 
example, repeat vital signs, laboratory findings and 
responses to initial treatment may reveal changes that 
were not apparent at arrival. Although this approach 
may improve risk assessment, its usefulness depends 
on whether updated predictions arrive early enough to 
influence clinical decisions [27]. 

The distinction between these approaches is 
important when comparing model performance. A 
model using laboratory results collected several hours 
after arrival should not be directly compared with an 
arrival only model without considering the difference 
in available information and prediction timing [28]. 

Missing Data and Prediction Timing 

Missing values are common in emergency care 
because investigations are ordered according to 
clinical need rather than collected uniformly for every 
patient. Some models may interpret missing 
information incorrectly, while others may produce 
unreliable estimates when applied to patients whose 
characteristics differ from the development dataset 
[29]. 

Data leakage is another concern. It occurs when a 
model uses information that would not have been 
available at the intended prediction time, potentially 
producing misleadingly strong results. For example, 
using later clinical observations to predict 
deterioration at arrival would not represent a valid 
early warning application [30]. 

Therefore, studies should clearly define when 
predictions are generated, which variables are 
available at that moment and how missing information 
is handled. These details are essential for assessing 
whether an AI model can provide timely, reliable 
support within routine emergency department 
workflows [31]. 

Model Types and Outputs 

AI systems used in ED triage differ in their modelling 
methods, data requirements and clinical outputs. 
Understanding these differences is important because 
model complexity alone does not determine clinical 
usefulness. The suitability of a system depends on its 
intended purpose, the information available and how 
its predictions are presented to healthcare 
professionals [10]. 

Statistical Models and Machine Learning 

Conventional statistical models, including logistic 
regression, estimate the relationship between patient 
characteristics and specific clinical outcomes. They can 
provide interpretable risk estimates and serve as 
useful comparators for more complex methods. 
Machine learning (ML) approaches, such as random 
forests and gradient boosting, can identify complex 
relationships among multiple variables. These models 
may improve prediction when clinical information 
contains nonlinear patterns or interactions that are 
difficult to represent using simpler methods [20]. 

However, greater complexity does not 
automatically produce better performance. ML models 
may be sensitive to differences in data quality, patient 
populations and clinical practice. Their predictions 
must therefore be compared with appropriate 
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conventional models and validated in settings beyond 
the original development dataset [32]. 

Natural Language Processing and Large 
Language Models 

Natural language processing (NLP) enables AI systems 
to extract clinically relevant information from 
unstructured text, including presenting complaints and 
triage notes. This may help identify symptoms or 
contextual details that are not captured in structured 
electronic records [33]. 

Large language models (LLMs) extend these 
capabilities by processing clinical text and generating 
responses in natural language. In principle, they may 
support early risk assessment by organizing patient 
information or presenting decision support 
suggestions. Nevertheless, fluent language does not 
guarantee clinical accuracy. LLMs may generate 
unsupported statements, overlook important findings 
or produce inconsistent recommendations when given 
similar information. Their outputs require careful 
evaluation against clinically appropriate standards 
[34]. 

Risk Scores, Dynamic Predictions and Clinical 
Recommendations 

AI systems may produce a fixed risk score, an updated 
probability of an adverse outcome or a 
recommendation for further clinical review. Fixed 
scores are relatively straightforward to display and 
interpret, whereas dynamic models can reflect 
changes in a patient's condition over time. 
Conversational systems may offer additional 
explanations, but these explanations should not be 
assumed to represent the actual reasoning behind a 
prediction [13]. 

The intended user must also be clearly defined. A 
triage nurse may need an immediate urgency alert, 
while an emergency physician may require a more 
detailed estimate of deterioration risk. Each output 
should specify the predicted outcome, relevant time 
horizon and threshold for clinical action [35]. 

Ultimately, AI models should be assessed according 
to their reliability, interpretability and usefulness for 
the intended decision. A well performing score or 
convincing language-based recommendation has 
limited value if it arrives too late, duplicates existing 
information or encourages inappropriate clinical 
action. Their role should remain supportive, with final 
decisions guided by clinical assessment and patient 
circumstances [36]. 

Validation and Diagnostic or Prognostic 
Performance 

Evaluating AI models for ED triage requires more than 
measuring their ability to distinguish between patients 
who experience an adverse outcome and those who do 
not. Reliable evaluation must consider calibration, 
clinically relevant thresholds, external validity and the 
quality of the underlying data. These factors help 
determine whether a model can provide useful risk 
estimates in routine emergency care [3]. 

Discrimination and Calibration 

Discrimination describes how effectively a model 
separates patients with an outcome from those 
without it. The area under the receiver operating 
characteristic curve (AUROC) is commonly used for this 
purpose. However, a high AUROC does not establish 
that a model provides accurate individual risk 
estimates or improves clinical decisions [37]. 

Calibration assesses the agreement between 
predicted risks and observed outcomes. For example, 
among patients assigned a predicted mortality risk of 
10%, approximately 10% should experience the 
specified outcome if the model is well calibrated in that 
population. Poor calibration can lead to inappropriate 
reassurance or unnecessary escalation, even when 
discrimination remains acceptable [5]. 

Sensitivity, specificity, positive predictive value and 
negative predictive value should also be reported at 
clinically relevant thresholds. These measures help 
clarify how many high-risk patients are identified and 
how many patients may be incorrectly classified. 
Because adverse outcomes are often uncommon, 
predictive values may change substantially across 
different ED populations [38]. 

External and Temporal Validation 

Models developed using data from one hospital may 
perform differently in another setting because of 
differences in patient characteristics, disease 
prevalence, documentation practices and available 
resources. External validation evaluates performance 
in an independent population, while temporal 
validation examines whether performance is 
maintained using data collected during a later period 
[39]. 

Prospective validation provides additional evidence 
by testing a model on patients encountered during real 
clinical care. Nevertheless, successful validation does 
not necessarily demonstrate clinical benefit. It 
establishes whether predictions remain reliable under 
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the conditions tested, not whether clinicians acting on 
those predictions improve patient outcomes [40]. 

Bias, Data Leakage and Outcome Interpretation 

Data leakage occurs when a model uses information 
that would not have been available at the intended 
prediction time. This can produce misleadingly strong 
performance estimates. Studies should therefore 
specify when predictions are generated and ensure 
that input variables reflect information available at 
that point [41]. 

The treatment paradox also requires consideration. 
High risk patients may receive earlier treatment 
because clinicians recognize their condition, 
potentially reducing the adverse outcomes that a 
model is designed to predict. Consequently, observed 
outcomes do not always reflect untreated biological 
risk [42]. 

Finally, outcomes such as hospital admission and 
critical care use depend partly on institutional policies, 
bed availability and clinical practice. Researchers 
should distinguish these service dependent outcomes 
from measures of physiological deterioration or 
mortality [43]. 

Prospective Evidence and Clinical Impact 

The clinical value of AI in ED triage depends on 
evidence that extends beyond retrospective 
prediction. Although retrospective studies can identify 
associations between patient characteristics and 
adverse outcomes, they cannot establish whether 
providing AI predictions to clinicians improves care. 
Evaluating the progression from model development 

to prospective implementation is therefore essential 
for determining the practical value of these 
technologies [12]. 

From Retrospective Studies to Prospective 
Evaluation 

Retrospective studies commonly use existing 
electronic health records to develop and test 
prediction models. They are useful for identifying 
promising approaches, but their findings may be 
affected by missing data, selection bias and differences 
between recorded information and real time clinical 
availability. External validation can establish whether 
performance is maintained in another population, 
although it still does not demonstrate that clinicians 
can use the model effectively [44]. 

Silent prospective evaluation provides a further 
step by testing predictions on newly encountered 
patients without displaying the results to clinical staff. 
This approach allows researchers to assess real world 
data quality, prediction timing and calibration without 
directly influencing patient management. However, 
because clinicians do not act on the predictions, silent 
evaluation cannot establish whether the system 
improves clinical decisions or outcomes [45]. 

Clinician visible implementation studies address 
this limitation by introducing AI outputs into actual 
workflows. They can examine whether clinicians 
respond to alerts, change their assessment or modify 
management plans. Nevertheless, before and after 
comparisons may be influenced by staffing changes, 
seasonal variation, patient characteristics and other 
developments occurring during the study period [46]. 

 

Figure 1. Evidence ladders from model development to monitored clinical implementation. 
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Patient Safety and Human Oversight 

Patient safety is a central consideration when 
introducing AI into ED triage and risk stratification. 
Although AI models may help identify patients at 
increased risk, inaccurate predictions or inappropriate 
clinical responses can cause harm. Their 
implementation must therefore include clear human 
oversight, appropriate escalation procedures and 
continuous assessment of potential risks [47]. 

Under triage and Automation Bias 

Under triage occurs when a patient is assigned a lower 
level of urgency than their condition requires. If an AI 
model underestimates the risk of serious illness, 
clinicians may delay reassessment or treatment, 
potentially worsening patient outcomes. Over-triage 
occurs when patients are classified as higher risk than 
necessary, which may lead to unnecessary 
investigations, inappropriate escalation, and increased 
pressure on limited emergency resources. The 
consequences depend on the clinical context and the 
decisions influenced by the prediction [23]. 

Automation bias presents another concern. 
Clinicians may place excessive trust in AI-generated 
recommendations, particularly when the system 
appears confident or provides a convincing 
explanation. This may reduce attention to important 
clinical findings that conflict with the model's output. 
Conversely, repeated inaccurate alerts may cause alert 
fatigue, making staff less likely to respond to 
subsequent warnings. Effective implementation 
should encourage clinicians to consider AI predictions 
alongside their own assessment rather than treating 
them as definitive instructions [48]. 

Language Model Errors and Clinical 
Accountability 

Large language models introduce additional safety 
concerns because they can generate plausible but 
incorrect clinical information. They may overlook 
important symptoms, misinterpret clinical notes or 
provide recommendations that are not supported by 
the available evidence. A fluent explanation should 
therefore not be considered proof of accuracy. 
Systems used in emergency care require evaluation 
using representative clinical cases and clearly defined 
safety criteria [49]. 

Responsibility for decisions must also remain clear. 
Healthcare professionals should understand the 
intended use and limitations of the tool, while 
institutions should establish who is responsible for 

reviewing performance, investigating incidents and 
responding to unsafe outputs. Clinicians must have the 
ability to question or override recommendations when 
patient findings or clinical judgment indicate a 
different course of action [50]. 

Downtime, Escalation and Incident Review 

AI systems may become unavailable because of 
technical failures, connectivity problems or electronic 
health record disruptions. Emergency services must 
therefore be able to continue using established triage 
procedures without depending on AI availability. 
Patient care should not be delayed while staff attempt 
to restore a system or resolve conflicting outputs [51]. 

Adverse events and near misses associated with AI-
supported decisions should be documented and 
reviewed alongside other clinical safety incidents. 
Reviews should examine the model's output, the 
information available at the time, clinician responses 
and relevant workflow conditions. This approach can 
help identify recurring problems and guide corrective 
action [52]. Safe AI implementation requires human 
oversight, clear accountability, reliable fallback 
arrangements and continuous safety monitoring. 
These safeguards are essential for ensuring that AI 
supports clinical judgment without creating new risks 
for emergency patients [53]. 

Equity, Workflow and Monitoring After 
Deployment 

Implementing AI in emergency departments (EDs) 
must account for differences in patient populations, 
clinical resources, and working conditions. A model 
that performs well in one hospital may produce less 
reliable predictions in another setting. Assessing 
equity, workflow compatibility and performance after 
deployment is therefore essential to ensure that AI-
supported decisions remain appropriate across 
different clinical environments [54]. 

Equity and Differences Between Patient Groups 

AI models are developed using historical data that may 
not adequately represent every patient group. 
Differences in age, sex, ethnicity, disability, language 
and multimorbidity may influence prediction accuracy. 
For example, a model trained mainly on patients from 
one demographic group may underestimate risk in 
populations that were poorly represented during 
development. Language barriers and differences in 
clinical documentation may create additional 
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challenges when models use presenting complaints or 
unstructured notes [55]. 

Researchers should evaluate model performance 
across relevant subgroups using measures such as 
sensitivity, calibration and false negative rates. These 
assessments can help identify groups in which patients 
at risk of deterioration are more likely to be missed. 
However, subgroup findings must be interpreted 
carefully when sample sizes are small or demographic 
information is incomplete. Local validation is 
particularly important before applying a model to 
populations that differ substantially from the original 
development cohort [56]. 

Workflow, Staffing and Resource Availability 

AI systems must fit the practical demands of 
emergency care. Clinicians work under time pressure, 

and additional alerts or documentation requirements 
may increase workload rather than improve decision 
making. Integration with electronic health records, 
rapid display of risk estimates and clear presentation 
of actionable information may reduce these 
difficulties. The timing of outputs is equally important 
because a prediction delivered after the relevant 
clinical decision has been made may offer little benefit 
[57]. 

Crowding, staffing levels, laboratory turnaround 
times and access to inpatient beds can also influence 
implementation. A model may identify high risk 
patients accurately, but its impact will be limited if 
appropriate reassessment or treatment cannot be 
provided. Evaluation should therefore examine 
whether AI recommendations are feasible within the 
resources available at the intended institution [58]. 

 

Figure 2. Emergency care workflow. 

 

Monitoring After Deployment 

Model performance may change over time as patient 
characteristics, disease patterns, clinical practices and 
data systems evolve. This phenomenon, often 
described as model drift, can reduce the reliability of 
predictions even when the model performed well 
during initial validation. Institutions should establish 

ongoing monitoring procedures that assess calibration, 
discrimination, subgroup performance and clinically 
important errors [59]. 

Audit trails should record relevant model outputs, 
system versions and clinician responses where 
appropriate. Changes to algorithms should undergo 
suitable testing before implementation, particularly 
when updates may alter risk estimates or 
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recommendations. Responsibility for monitoring 
should be assigned clearly across clinical teams, 
technical staff and institutional leadership. Regular 
review of adverse events, missed deterioration and 
unnecessary escalation can help identify problems 
before they become widespread [60]. 

Research Priorities 

Future research should establish whether AI improves 
ED triage and early risk stratification compared with 
usual clinical practice. Multicenter prospective studies 
are needed to assess performance across different 
hospitals, patient populations and healthcare systems. 
These studies should clearly define the intended 
clinical decision, prediction time and outcome rather 
than combining distinct endpoints such as short-term 
mortality, critical care admission and hospital 
admission [61]. 

Randomized controlled trials should examine 
whether providing AI predictions to clinicians leads to 
measurable improvements in patient care. Relevant 
outcomes include missed deterioration, time to 
appropriate treatment, avoidable complications, 
mortality and patient experience. Researchers should 
also measure unintended consequences, including 
unnecessary investigations, alert fatigue and 
additional workload. Where randomized trials are not 
feasible, carefully designed prospective 
implementation studies may provide useful evidence, 
provided that potential sources of bias are addressed 
[62]. 

Consistent reporting is another priority. Studies 
should describe the training population, missing data 
handling, validation methods, model calibration and 
thresholds used to support clinical decisions. Subgroup 
analyses should assess whether performance differs 
across relevant demographic and clinical groups. 
Economic evaluations may further establish whether 
the benefits of implementation justify the costs of 
software integration, staff training, maintenance and 
monitoring [63]. 

Research should also investigate how clinicians 
interact with AI recommendations. Understanding 
when clinicians accept, question or override 
predictions may help identify factors that influence 
safety and effectiveness. Large language models 
require particular attention to factual accuracy, 
consistency and the reliability of their 
recommendations under realistic clinical conditions. 
Independent evaluation is important because 
promising results from a single institution may not be 
reproducible elsewhere [64]. 

Conclusions 

AI offers potential opportunities to support triage and 
early risk stratification in adult emergency 
departments by combining patient information and 
identifying patterns associated with adverse 
outcomes. Machine learning, natural language 
processing and large language models may assist 
clinicians in recognizing patients who require closer 
assessment. However, their usefulness depends on the 
intended clinical task, the quality and timing of 
available data, and the reliability of predictions in the 
population where they are applied. Evidence from 
retrospective studies and external validation can 
establish predictive potential, but it cannot 
independently demonstrate improved clinical care. 
Prospective evaluations and randomized trials are 
needed to determine whether AI supported decisions 
improve patient outcomes without introducing 
unacceptable risks. Particular attention should be 
given to under triage, automation bias, unequal 
performance and the practical demands of emergency 
workflows. The adoption of AI should therefore be 
guided by evidence appropriate to each intended use 
rather than by technological capability alone. Systems 
that demonstrate reliable performance and 
meaningful clinical benefit may support selected 
decisions when implemented with human oversight, 
clear accountability and continuous monitoring. The 
evidence should determine the extent of their role in 
emergency care, with established clinical assessment 
remaining central to decisions about patient urgency 
and treatment. 
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